
Classification 
Tao Sun 



Concepts 
�  Response Y: qualitative 

�  Classification is the prediction of  qualitative response 

�  Common classifiers: 
�  Logistic regression 
�  Linear discriminant analysis 
�  K-nearest neighbors 

�  More computer-intensive: 

�  Generalized additive model (Chap 7) 

�  Trees 

�  Random forest 

�  Boosting (Chap 8) 

�  Support vector machine (Chap 9) 



Linear regression vs 
classification 



Logistic regression 

�  Two take home messages: 

�  Relationship between p(X) and X is not a straight 
line 

�  Rate of  change in p(X) per unit change in X 
depends on current value of  X 



Estimation of  coefficients 
�  Maximum likelihood approach is preferred over 

non-linear least squares, due to better properties: 



Making predictions 



Extensions 
�  Multivariate logistic regression 

�  Logistic regression for >2 response classes 



Linear Discriminant 
Analysis (LDA) 

�  Previously, we model directly on P(Y=k|X=x) 

�  Alternatively: 
�  First model distribution of  X in each level of  Y 

�  Then use Bayes’s theorem to obtain P(Y=k|X=x) 

�  Reasons: 
�  More popular for multi-level response 
�  More stable than logistic regression in cases like n is 

small or response classes are well-separated 



Bayes’s theorem 

�  Usually write p_k(X) = P(Y=k|X), posterior probability 
that an observation X belongs to kth class 

�  Recall: the Bayes classifier decides X’s class by largest 
p_k(X) and has the lowest error rate of  all classifier 

�  Π_k = Pr(Y=k), easy to estimate by calculating fraction 
of  Y=k from a random sample 

�  While f_k(x) is hard to estimate à if  accurate enough, 
p_k(X) will be close to Bayes classifier 



Bayes classifier 

�  Assume x follows Normal distribution 

�  If  k =1,2 and Π_1 = Π_2: 

�  Classification of  X depends on greater or less than 
(mu_1 + mu_2)/2 

Assume we know X under each class k follows a normal distribution: Π_1 = Π_2 



LDA approximates Bayes 
classifier 

�  In practice, distribution of  X is unknown; even if  distribution 
is known, parameters are unknown. 

�  Normally, LDA assume 1) X follows a normal distribution, 2) 
variances (covariance) are the same across classes k (1…k) 

�  LDA uses plug-in estimators: 

�  “Linear” comes from the linearity of  above discriminant 
functions as linear functions of  x 



Left: Bayes classifier, with test error rate 10.6% 
Right: LDA, 11.1% 



LDA for p > 1 
�  Assume X = (X1,X2,…,Xp) follows multivariate 

Gaussian distribution 



Example: 3 classes by LDA 
(p = 2) 



Decision rule matters 
Original rule: classify by larger probability (that is > 0.5, due to two levels) 

�  Improved error rate in predicting true default = Yes in 
the table below, by lowing the threshold. 



Trade-off  in choice of  threshold 

Threshold is usually based on domain knowledge. 

False negative 

False positive 



ROC: another way to show 
the two types of  errors 

�  Stands for “Receiver-operating characteristics”. 

�  ROC (AUC) measures the overall performance of  a 
classifier over all possible thresholds; thus useful to 
compare different classifiers. 

�  The larger, the better. 
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Quadratic Discriminant 
Analysis 

�  LDA and GDA assume X within each class follows 
Gaussian distribution 

�  But GDA works better when covariance matrixes are 
different between k classes: 



Bayes vs LDA vs QDA 
�  Two-class Y, p = 2 

�  Left: cor(X1,X2|Y=1) = cor(X1,X2|Y=2)  

�  Right: cor(X1,X2|Y=1) != cor(X1,X2|Y=2)  

Bayes boundary is quadratic on the right side; so QDA is better in this case. 



Trade-off  
�  LDA is much less flexible than QDA but lower 

variance; leading to improved prediction 
performance. 

�  However, if  LDA’s assumption that K classes share a 
common covariance matrix is invalid, LDA suffers 
from high bias. 

�  Roughly speaking: 
�  1) Choose LDA if  there are few training observations 

(so reducing variance is crucial). 
�  2) Choose QDA if  training set is large or assumption 

of  common covariance matrix is not clearly invalid. 



Comparisons 
�  Consider a simple case: K = 2, p = 1 

�  LDA (after some algebra): 
�  Where c_0, c_1 are functions of  normal parameters 

�  Logistic regression: 
�  Both LDA and Logistic produce linear decision boundaries; 

one from MLE, one normal distribution 
�  Thus, their performances vary by conditions 

�  KNN (Chapter 2) is a completely non-parametric classifier 
(first identify K nearest points around X and then assign X to 
the major class of  the K points); its decision boundary has no 
fixed format; requires selection of  number K (automatically 
done by cross-validation in Chapter 5). 

�  QDA is a compromise between KNN and Logistic/LDA, with a 
quadratic decision boundary; works better than KNN when 
assumptions hold. 



Examples: #classes = 2, p = 2 

1. X normal; correlation = 0 in both classes; 
2. X normal; correlation = -0.5 in both classes; 
3. X t-dist; still linear boundary  
    but normality does not hold 

4. X normal; correlation = 0.5 in class1  
    and -0.5 in class 2; 
5. X normal; correlation = 0; but Y simulated 
    from X^2 (quadratic) 
6. X normal; correlation = 0; but Y simulated 
    from a more complicated non-linear function 
 

Another note: KNN performance depends on choice of  K, the level of  smoothness.  



�  Thank you 


