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Book Structure 
�  Chapter 2: terminology and terms 

�  Chapter 3: linear models for regression 

�  Chapter 4: linear models for classification (logistic regression, linear discriminant 
analysis) 

�  Chapter 5: choose the best method (cross-validation, bootstrap) 

�  Chapter 6: other linear models (stepwise selection, ridge regression, principal 
components regression, partial least squares, LASSO) 

�  Chapter 7: non-linear models (non-linear additive model) 

�  Chapter 8: tree-based methods (bagging, boosting, random forest) 

�  Chapter 9: support vector machines (for both linear and non-linear classification) 

�  Chapter 10: unsupervised models (PCA, K-means clustering, hierarchical 
clustering) 



Understanding Data 
�  Supervised statistical learning 

�  To predict/estimate output based on inputs 

�  Unsupervised statistical learning 
�  Only input, but no supervising output 

�  To learn relationships and structure of  the data 



Supervised 
�  Y = f(X) + e 

�  where f  is fixed but unknown;  

�  e is random error, independent of  X 
�  represent systematic information that X provides 

about Y 

�  Statistical learning refers to a set of  methods for 
estimating f. 

�  Two reasons to estimate f: prediction and inference 



Prediction (accuracy) 
�  𝑌  = 𝑓 (𝑋) 

�  Accuracy ( 𝑌  vs Y) is the main concern, depending on: 

�  Reducible error: use better model (focus of  the book) 

�  Irreducible error: variability associated with e term 

�      

�  Where 𝑓 (𝑋) and X are assumed to be fixed 



Inference (interpretation) 
�  To understand how Y changes as a function of  X 

�  Which X are associated with Y? 
�  Relationship of  Y and each X? (positive/negative, 

magnitudes) 
�  Linear or non-linear relationship? 

�  Depending on the goal (prediction or inference or both), 
different methods for estimating f  may be needed: 

�  Linear models: better interpretable inference, but not 
accurate prediction 

�  Non-linear models: accurate predictions, but less 
interpretable model for which inference is challenging 



How to estimate f? 
�  Parametric methods = model-based approaches 

�  First, select a function form of  f  
�  Then, use training data to fit/train f  so that: Y ≈ f(X) 
�  Only a small number of  parameters to estimate 
�  Flexibility (more parameters) vs. overfitting (f  follows 

noise/error too closely; not accurate on new data) 

�  Non-parametric methods = no assumption about f  
�  To seek f  that gets as close to the data points as possible, 

without being too rough or wiggly 
�  Could generate a wide range of  shapes to estimate f  
�  Far more parameters to estimate 
�  A correct amount of  smoothness is desired; otherwise 

overfitting may occur 



Trade-off  
�  Flexibility vs inference interpretability 

�  For accurate prediction, flexible models are not always 
the best to choose, due to overfitting. 

�  Often, accurate predictions come from a less flexible 
method 



Assess model accuracy 
�  Measuring the quality of  fit: MSE (Mean squared error) 

�  Flexibility = degree of  freedom 

�  But there is no guarantee that the method with the lowest 
training MSE will also have the lowest test MSE. 

�  The U-shape in the test MSE is a fundamental phenomena of  
statistical learning that holds regardless of  any dataset or any 
method. 

�  Cross-validation (chapter 5) is an approach to estimate the 
minimum point. 

Dash line is 
irreducible error 

Training MSE: 

Test MSE: 



Bias-variance trade-off  
�  Expected test MSE for a given value x0: 

�  It describes the average test MSE if  we repeatedly estimated f  
using a large number of  training sets, and tested each at x0. 

�  Overall expected test MSE can be computed by averaging the 
above over all possible values of  x0 

�  Usually, more flexible methods have higher variance and 
smaller bias.  

�  The relative rate of  change of  these two quantities determines 
whether the test MSE increases or decreases. 

Var(e) is irreducible  



Bias-variance trade-off  

The challenge lies in finding a method for which both variance and  
squared bias are low. 
Cross-validation (chapter 5) is a way to estimate the test MSE using training data. 



Accuracy in Classification 
�  Response Y is qualitative, instead of  quantitative 

�  The most common way to quantify accuracy of  
f_hat is error rate (fraction of incorrect 
classifications): 

�  The good classifier is one for which the test error 
rate is smallest. 

Training error rate: 

Test error rate: 



Bayes Classifier 
�  Assigns each observation to the most likely class: 

�  A conditional probability:  

�  The purple dashed line represents the points where the probability is 
exactly 50%, called Bayes decision boundary. 

�  The Bayes classifier produces the lowest test error rate, called Bayes 
error rate. 

�  In real data, we do not know true conditional distribution of  Y|X, so 
Bayes classifier is an unattainable gold standard. 

Overall Bayes error rate: 



K-nearest Neighbors 
�  To estimate P(Y|x) and classify an observation to 

the class with the highest estimated probability. 

�  Given integer K and test data x0,  
�  first identify K points in training data that are closest 

to x0,  

�  then calculate fraction of  M points in class j as 
conditional probability of  class j 

�  Finally, apply the Bayes rule and classify x0 to class 
with the highest probability. 



�  The choice of  K has a drastic effect on KNN. 

�  As K increases, KNN becomes less flexible. 

K-nearest Neighbors 



Both regression and classification need to choose the correct level of  
Flexibility. 



Unsupervised (Chapter 10) 
�  Clustering analysis: to ascertain, on the basis of  

x1….xn, whether the observations fall into relatively 
distinct groups. 

�  Could not expect to assign all of  the overlapping 
points to their correct group. 



Semi-supervised learning 
�  Sometimes whether an analysis should be 

considered supervised or unsupervised is less 
clear-cut. 

�  Suppose we have a set of  n observations: 
�  m (m<n) of  the observations have both predictors 

and response 
�  The remaining n-m observations only have predictors 

�  Such situation arise if  predictors are measured 
cheaply and easily, but not for the response variable 


